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For many purposes, it suffices to estimate uncertainty in a data analysis.
However, if some signal is marginally detected, when should we decide that it
is ‘significant’? For instance, suppose we toss a coin N = 100 times, getting
55 heads and 45 tails. We could just treat the coin as a Bernoulli variable and
estimate its probability p of being heads to be 0.55±σm(≈ 0.05). This approach
presupposes all values of p are equally likely, but from our prior knowledge of
coins, we might presuppose that coins tend to be fair (p = 0.5). Should the data
lead us to change our mind and decide the coin is unfair?

Classical statistical hypothesis testing frames this in terms of a null hypoth-
esis H0 that the coin is fair (vs. a complementary alternate hypothesis that it is
not - this latter hypothesis is often a bit ambiguous - how ‘unfair’ a coin would
we care about?) Given H0 we generate a CDF of outcomes. We accept H0 at
some confidence level 1−α (customarily 95% or 99%) if the data are within the
95%(99%) of the CDF that is most consistent with H0 vs. the alternate hypoth-
esis; in this case we say the outcome is not statistically significant; otherwise
it is called statistically significant at the given confidence level If H0 is actually
correct, this decision will correcly select the null hypothesis with probability
1− α.

Note the relationship with confidence intervals - we accept H0 at some con-
fidence level if the confidence interval for that same level for the statistical
estimator in question includes the value that would be consistent with the null
hypothesis.

4.1 Tests for approximately normally distributed
outcomes and significant correlation

Given the null hypothesis, suppose the observed statistic s (in this case the
fraction of the 100 coin tosses that come up heads) is a random variable S
whose PDF can be approximated by a normal distribution with known mean µ
and standard deviation σ. Then (see Lect. 3, Fig. 3), we would accept the null
hypothesis if:

µ− 2σ < s < µ+ 2σ, (95% confidence) (4.1.1)
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For ‘one-sided’ alternate hypotheses or different confidence levels, consult Wikipedia
or a statistics text. There are also more complex nonparametric tests of statisti-
cal significance that don’t require the tested outcome to be normally distributed.

4.2 Coin toss example

H0: Unbiased coin is a Bernoulli RV with p = 0.5. Given a large number
N = 100 of independent tosses, let s be the observed fraction of the tosses that
come up heads. By the CLT, given an unbiased coin, this would be a realization
of a random variable S whose PDF is approximately n(p, (p[1 − p]/N)1/2) =
n(µ = 0.5, σ = 0.05).

Based on (4.1.1) we would accept H0 if

µ− 2σ = 0.4 < s < µ+ 2σ = 0.6, (95% confidence)

Thus the observed outcome of 55H, 45T (s = 0.55) is consistent with H0 (an
unbiased coin).

4.3 Significance of correlation between variables

The observed correlation coefficient r (e.g. using the Matlab function corrcoef)
based on N samples of two variables is a measure of their linear relationship .
We can use the confidence interval on the true RXY at significance 1− α given
r to test the null hypothesis that RXY = 0 at significance 1−α. For general N ,
this leads to the Student t-test. For N > 10, the Fisher transformation gives
equally good results, so that a reasonable approximation is that

Given H0 : RN ∼ n(0, (N − 3)−1/2)

Thus, if the observed sample correlation coefficient r between X and Y exceeds
±2(N − 3)−1/2 (= 0.43 for N = 25 and 0.2 for N = 100 independent samples),
we regard their correlation as statistically significant at the 95% confidence level.

If the two RVs X and Y are each serially correlated, we must use the ef-
fective sample size N∗ for correlations (Eqn. 3.6.5) in place of N in the above
significance test.

4.4 Pitfalls of hypothesis testing

Possible issues with inferences about statistical significance:

Hypotheses formulated after looking at the data If the data are first ex-
amined for correlations between variables, then even by chance some of
those correlations would be large.

Choice of null hypothesis Is the null hypothesis appropriate? Do we regard
it as being a priori as reasonable or likely as the alternate hypothesis?
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Serially correlated samples Remember to check for this and adjust the ef-
fective sample size accordingly.

Non-normally distributed data ...can make standard tests misleading and
prone to overestimate statistical significance, especially with small sample
sizes.

4.5 Bayesian approach

An alternative world-view, akin to the way we reason in practice, is Bayesian
statistics, which takes as a starting point Bayes’ Theorem. Let Fj be a set of
mutually exclusive events or hypotheses, and suppose we observe some event E
whose probability depends on which of the hypotheses Fj is true. Then

P (E) = Σn
i=1P (E|Fi)P (Fi) (4.5.1)

and (Bayes’ Theorem)

P (Fj |E) =
P (EFj)

P (E)
=

P (E|Fj)P (Fj)

Σn
i=1P (E|Fi)P (Fi)

(4.5.2)

Given an initial guess or prior about the probability of each hypothesis Fj ,
Bayes’ Theorem can be used to update the posterior probability of each hy-
pothesis Fj given that event E is observed.

To use this approach, we first calculate the likelihood function for each hy-
pothesis . For instance consider the coin toss problem. The set of hypotheses
are the possible range 0 ≤ p ≤ 1 of probabilities that the coin comes up heads.
For each p, the likelihood function is the probability of getting 55 heads and 45
tails in N = 100 tosses,

P (E|p) ≈ (2πσ(p))−1/2 exp[−(55− µ(p))2/(200σ(p)2], (4.5.3)

where µ(p) = Np and σ(p) = (Np(1 − p))1/2. This is shown in the upper left
panel of Fig. 1 and is peaked around the observed p.

Next, we must specify a prior based on previous information we may have
about the coin. One choice would be to assume an equal probability for any p, i.
e. a uniform distribution of p. The upper right panel of Fig. 1 shows this prior
and the Bayes posterior distribution. The observations have strongly modified
the PDF to be proportional to the likelihood function. This corresponding
prior/posterior CDF are shown in the lower left panel of Fig. 1. The 2.5th
and 97.5th percentiles of the CDF give a two-sided 95% confidence interval for
p before and after the 100 tosses; this is radically narrowed from 0.025-0.975
(prior) to 0.43-0.64 (posterior)

Since we generally observed coins to be approximately unbiased, a more
reasonable prior might be to take a Gaussian PDF for f(p) with mean 0.5 and
a small stdev (say 0.05). This yields the prior/posterior CDF in the lower right
panel of Fig. 1. Now, the prior 95% confidence interval is much narrower, while
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Figure 1: Steps in Bayesian estimation for the coin-toss example. Upper left:
likelihood function, which is peaked at p = 0.55, corresponding to the observed
fraction of heads. Upper right: PDFs of uniform prior and resulting posterior.
Lower left: CDFs and 2.5/97.5% percentiles of the uniform prior and posterior.
Lower right: Same, but with Gaussian prior peaked around an unbiased p = 0.5
with stdev 0.05.

the posterior 95% confidence interval is 0.45-0.6, which is also slightly narrower
than with the uniform prior. In Bayesian statistics, the prior is important - it
continues to affect what we think after the trial.


